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● Uncertainty is inevitable in perception, and probably exacerbated by 
hearing loss and other sensory impairments. 

● Challenge: Lack of stimulus-computable models that represent 
uncertainty. 

● Standard deep neural networks not suitable for several reasons, 
including the fact that cross-entropy loss induces overconfidence.

● Also, few prior measurements of confidence in auditory perception.
● We compare the model to human behavior in a series of experiments in 

two domains: sound localization and pitch perception.

Motivation

Deep neural network framework for 
uncertainty-aware localization

● Training data: 1s sound clips. Sources sampled from GISE dataset and 
spatialized in 2000 different rooms via a virtual acoustic simulator.

● 10-20 clips of background noise added at random locations at -15-35 
dB SNR.

● Binaural audio waveforms passed through cochlear model before 
being processed by a deep neural network (base convolutional 
architecture adapted from Francl and McDermott, 2022).

● Readout layer represents parameters of a bivariate von Mises 
mixture distribution.

● Parameters of the neural network are 
optimized to maximize the likelihood 
of groundtruth source locations (Θ) 
given cochleagram x.

Intuition: Model should learn to output tight distributions when 
stimulus location is unambiguous, vs. broad distributions when 
uncertainty is high.

Models and humans align in accuracy
Exp 1: Localization in quiet
● Stimuli: 160 unique natural sounds.
● Participants heard sound sources played on 

speaker array (180 deg. in azimuth x 60 deg. 
in elevation). Judged source location. 

● Model performed same task.

Exp 2: Localization in noise
● Human data from Saddler and McDermott 

(2024)
● Model performed same task.

● Participants made front/back judgements and 
placed a bet (1-5 cents).

● Humans make front-back confusions for 
spectrally sparse sounds (e.g. pure tones), 
due to symmetry of binaural cues. Lower bets 
reflect calibrated uncertainty.

● Models capture this effect.

● Stimuli: Noise, Tones (600-4000 Hz), and 
Narrowband Noise (1 oct. BW).

Exp 3: Localize sound and place bet (1-5 cents) 
on answer

Model predicts human confidence 
for natural sounds 

Model predicts localization uncertainty in humans

● Stimuli: 20 natural sounds selected from model predictions 
(10 high + 10 low confidence).

● Humans accuracy and bets differ between stimulus groups 

Exp 5: 

Model also predicts human uncertainty for pitch

● Modeling framework is general. We also applied it to pitch
● Monaural audio waveforms passed through cochlear model 

before being processed by a deep neural network (base 
convolutional architecture adapted from Saddler, Gonzalez 
and McDermott, 2021).

Exp 6: Pitch discrimination. Was the pitch of Tone B 
higher/lower than that of Tone A? Place a bet (1-5 tokens) 
on your answer.

Location uncertainty is distinct from 
the perception of source width

● Subjects judge wider noises to 
be wider.

● But pure tones not heard as 
wider than noise.

● Suggests humans represent 
uncertainty as distinct from 
source width.

Exp 6: Estimate the “width” of the sound source

Preprint available 
online!

Conclusion

Funding:  Work supported by National Institutes of Health (Grant number R01DC021464). LNG was supported by the ICoN Postdoctoral Fellowship. SA was supported by NIH National Institute on Deafness and 
Other Communication Disorders (Grant T32 DC000038). We thank Adanna Thomas, Andrew Francl, and Preston Hess for assisting in data collection.

● We developed a new class of stimulus-computable models that accurately represent sensory uncertainty. Models output parameters of a mixture 
distribution over the estimated variable (location or f0)

● Maximizing likelihood of training data labels incentivizes model to estimate the correct distribution given a sound
● We measured confidence judgments for sound localization and pitch perception. Human confidence judgments align with those of the model, 

indicating that human representations of uncertainty are normatively correct, at least to first order.
● Novel modeling framework provides a way to investigate confidence across domains.

● Readout layer represents parameters of a univariate Gaussian mixture distribution. Outputs distributions over fundamental frequency.
● Parameters optimized to maximize the likelihood of groundtruth labels.

● Stimuli: complex tones varying in harmonic composition

● Human confidence was higher for conditions with 
lower discrimination thresholds. 

● The model reproduced this general trend.

● Model “bet” was based on summary measure 
of width of posterior on that trial. 

● People (and our models) place higher bets 
for sources and locations where accuracy is 
better (i.e., bets are well calibrated).

Exp 4: Sounds were presented in one hemifield (counterbalanced).

● Stimuli: Noise bursts from 1, 3, 
5, or 7 speakers adjacent in 
azimuth.

● Tones always from 1 speaker.

● Training data: 50 ms speech and music excerpts (screened for stationarity) superimposed on noise -10 to 10 dB SNR


