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Key Contributions
• DAL Framework Proof-of-Concept

We present a computational proof-of-concept for the DAL framework to address hearing loss. 
It targets specific inner-ear dysfunctions rather than relying solely on standard sound 
amplification.

• CARFAC "v3" Ported to JAX
We ported the CARFAC v3 cochlear model to JAX and integrated it into the DAL framework. 
This provides a biologically plausible alternative to traditional hearing aid fitting models. 

• Perceptually Motivated Loss Functions
Training uses specialized loss functions based on NAPs and SAIs to optimize auditory 
recovery. This targets both low-level neural alignment and higher-level central auditory 
features.

• Low-Latency SEANet Architecture
We adapted SEANet, a low-latency waveform-to-waveform CNN, for ML-based signal 
processing. This architecture facilitates future integration into resource-constrained hearing 
aid hardware.

• Training and Baseline Evaluation
We trained a low-resource ML hearing aid within the DAL framework. Its performance was 
evaluated and compared directly against a conventional master hearing aid baseline.

• Open-Source Commitment
This project builds on open-source tools, including publicly available CARFAC and SEANet 
implementations. All code will be released on GitHub upon publication

Case Study: test audiogram & stimuli

Experimental Setup: Loss functions
• L1 Distance on NAP

Uses mean absolute error on raw NAPs to prevent bias toward high-energy stimulus onsets. 
However, this metric can underestimate low-energy sounds like unvoiced consonants.

• SSIM on SAI
Measures local luminance, structure, and contrast differences using a sliding window. It can 
be insensitive to high-level variations while heavily penalizing low-energy regions.

• Partial Normalization (PN) Loss on SAI
Representing a partially normalized family of distances, it balances L1 and SSIM extremes 
using controllable exponents (𝛼 = 0.5, 𝛽 = 0.8). This retains both structural and level-
dependent information from the neural response.

• Hybrid Loss on NAP/SAI
Combines L1 distance on NAPs with either PN or SSIM loss on SAIs. This configuration is 
used to evaluate the potential benefits of mixing raw and structural features during training.

Background & Objectives: DAL framework 1

Unlike traditional aids that only amplify sound, the Differentiable Auditory Loss (DAL) 
framework¹ uses a biomimetic cochlear model to address underlying dysfunctions. By 
comparing impaired neural activity patterns (NAPs) against a healthy reference, the 
framework (A) trains an ML hearing aid to pre-compensate audio so that (B) the restored 
NAPs in the impaired ear are equivalent to the healthy target.

At the core of the framework is the 
Cascade of Asymmetric Resonators 
with Fast-Acting Compression, or 
CARFAC, model2 which translates the 
physical structures of the ear into a 
digital representation to generate a 
Neural Activity Pattern (NAP) output 
(A). 

Because outer hair cell impairment 
introduces phase shifts that make direct 
comparison difficult, these NAPs are 
processed into a series of phase-
insensitive Stabilized Auditory Images 
(SAIs) to serve as a stable target for the 
loss function3. Three SAI frames are 
shown in (B) for the vowel “ou” in the 
word sound.

While the DAL training framework itself is 
agnostic to the specific ML hearing aid used, this 
implementation employs a low-latency SEANet 
generator architecture4 (c) that is lightweight and 
can meet strict real-time processing constraints.
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To evaluate the framework, we simulated a mild but 
significant hearing loss exceeding 30 dB HL 
between 3 and 4 kHz by reducing the impaired 
model's outer hair cell health, as illustrated in the 
audiogram on right.

The training and testing setup utilized the 
LibriSpeech dataset5 upsampled to 32 kHz. Speech 
levels were calibrated between 50 and 80 dB SPL 
and mixed with white noise at SNRs between -5 and 
10 dB. To test generalization to unseen voices, test 
and training data was partitioned by speaker ID

The visual NAP comparisons (A) 
for phrase, “instead of rising 
gradually”, demonstrate that the 
SEANet model effectively 
suppresses noise and reconstructs 
clean auditory features compared 
to traditional MHA processing using 
the NAL-NL2 prescription6..

In the NAP domain, the box plots 
(B) show that traditional MHA 
processing tends to degrade L1 
distance, Pearson correlation, and 
scale-invariant signal-to-distortion 
ratio (SI-SDR) metrics relative to 
the unprocessed baseline. 
However, any SEANet model 
trained with a loss function 
containing the L1-NAP 
distance term successfully reverses 
this degradation, showing clear 
improvements across all three NAP 
metrics. 

(A)
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(C)In the phase-insensitive SAI 
domain (C), the performance 
dynamics shift: all SEANet 
configurations outperform the 
baseline and MHA, with 
models optimized 
using PN or SSIM alone 
proving highly competitive, 
and the SSIM variant yielding 
representations that match the 
clean target most closely.

References
1. Ballesta Rosen et al., The Differentiable Auditory Loop (DAL): AN ML Framework for Hyper-Personalized 

Hearing Aids. arXiv [cs.SD], jun 2026.
2. Lyon et al., The CARFAC v2 cochlear model in Matlab, NumPy, and JAX. arXiv [eess.AS], apr 2024.
3. Patterson et al., Complex sounds and auditory images. Auditory Phys and Perception, 1992
4. Tagliasacchi et al., SEANet: A multi- modal speech enhancement network. arXiv [eess.AS], sep 2020.
5. Panayotov et al.,  An ASR corpus based on public domain audio books. In 2015 IEEE International 

Conference on Acoustics, Speech and Signal Processing (ICASSP). IEEE, apr 2015.
6. Keidser et al.,. The NAL-NL2 prescription procedure. Audiol. Res., 1(1):e24, may 2011.


